
Workflow Modeling using Proclets

W.M.P. van der Aalst1;2, P. Barthelmess2, C.A. Ellis2, and J. Wainer2;3

1 Department of Technology Management, Eindhoven University of Technology, P.O. Box 513,
NL-5600 MB, Eindhoven, The Netherlands. w.m.p.v.d.aalst@tm.tue.nl

2 Department of Computer Science, University of Colorado at Boulder, Campus Box 430,
Boulder, CO 80309-0430, USA. fbarthelm,skipg@colorado.edu

3 Department of Computer Science, State University of Campinas, Caixa Postal 6176,
13083-970, Campinas - SP, Brazil wainer@dcc.unicamp.br

Abstract. The focus of traditional workflow management systems is on control
flow within one process definition, that describes how a single case (i.e., work-
flow instance) is handled in isolation. For many applications this paradigm is
inadequate. Interaction between cases is at least as important. This paper intro-
duces and advocates the use of interacting proclets, i.e., light-weight workflow
processes. By promoting interactions to first-class citizens, it is possible to model
complex workflows in a more natural manner, with improved expressive power
and flexibility.

1 Introduction

Workflow Management Systems allow for the explicit representation and support of
business processes. Available workflow management systems have difficulties dealing
with the dynamic and inter-organizational nature of today’s business processes [26]. We
will argue that one of the core problems of current workflow languages is the focus on
isolated case-based processes.

In traditional workflow management systems, the control-flow of a workflow is de-
scribed by one workflow process definition, that specifies which tasks need to be exe-
cuted and in what order. Workflow process definitions are instantiated for specific cases.
Examples of cases are an insurance claim, or an order.

Today’s workflow management systems assume that a workflow process can be
modeled by specifying the life-cycle of a single case in isolation. For many real-life ap-
plications this assumption is too restrictive. As a result, the workflow process is changed
to accommodate the workflow management system, the control-flow of several cases is
artificially squeezed into one process definition, or the coordination amongst cases is
hidden inside custom built applications. Consider for example an engineering process
of a product consisting of multiple components. Some of the tasks in this engineering
process are executed for the whole product, e.g., the task to specify product require-
ments. Other tasks are executed at the level of components, e.g., determine the power
consumption of a component. Since a product can have a variable number of compo-
nents and the components are engineered concurrently, it is typically not possible to
squeeze this workflow into one process definition. In most workflow management sys-
tems, it is not possible to concurrently instantiate selected parts of the workflow process
a variable number of times.



To solve these problems, we propose an approach based on proclets, performatives
and channels. Proclets are light-weight processes. The interaction between proclets is
modeled explicitly, i.e., proclets can exchange structured messages, called performa-
tives, through channels. By adopting this approach the problems related to purely case-
based processes can be avoided.

The remainder of this paper is organized as follows. First, we motivate our approach
by identifying the problems encountered when modeling the reviewing process of a
conference. Then we present the framework, which is based on Petri nets [22, 23] and
inspired by concepts originating from object-orientation [9, 24], agent-orientation [19],
and the language/action perspective [15, 30–32]. Finally, we compare the framework
with existing approaches and conclude with our plans for future research.

2 Motivating Example: Organizing a Conference

The process of selecting papers for a conference presents features that challenge exist-
ing modeling languages. The goal of this process is to select papers out of a larger set,
based, e.g., on quality, minimum and maximum number of papers, and so on. After a
set of people accepts to act as program committee members, a call for papers is issued.
Authors submit papers that are then reviewed by peers (invited by pc members) and
finally a selection is made. Such process is complicated by a series of factors:

– Prospective PC members and reviewers may accept or reject the invitation to join
the committee and to review one or more papers, respectively. Replacements for
those that rejected need to be found.

– Reviewers can fail to return reviews on time. As a result, some of the papers may
lack enough reviews to allow their fair evaluation.

– For effective distribution, classification and matching, the set of papers needs to be
considered as a whole, i.e., distribution can not be done only considering individual
papers in isolation.

– For selection, paper quality needs to be gauged against the quality of remaining
papers. Again, this requires that the set of papers be considered as a whole.

A modeler faces many problems translating these requirements. A first basic question
is what is to be considered the case1 - the submission, the review, the “empty slot” in
the conference, that one wants to fill with a good quality paper, or is the case the whole
set of slots?

The class diagram (Figure 1) shows that different tasks rely on information that is at
different levels of aggregation - some of the tasks operate at the conference level, that
groups all papers, others at the paper level, and others yet at the lower level of individual
reviews. A major obstacle is, therefore, how to conciliate these multiple perspectives
into one model.

Lacking the power to express differences in aggregation, most workflow manage-
ment systems force one to depict the process at an arbitrarily chosen level. Important
shortcomings result:

1 Workflow instance.
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Fig. 1. Review process class diagram.

– Models are artificially flattened, being unable to account for the mix of different
perspectives of the real process.

– Batch tasks are usually not supported. Batch tasks are those that require grouping
sets of elements, e.g., the set of papers during distribution and selection.

– Launching and synchronizing variable numbers of tasks is also usually a problem,
e.g., launching and synchronizing reviews from a paper centered case.

– Actors sometimes interact in complex ways. These interactions are usually not in-
corporated in process models.

Conference review is not an atypical example, in the sense that one encounters similar
problems very frequently in other areas as well, for example:

– In software development: changes to one module may impact a variable number of
other modules, making necessary the instantiation of a variable number of cascad-
ing tasks.

– Processing of insurance claims: some claims may refer to the same accident. At
some point in time it is desirable that all related claims be merged so that a uniform
decision can be reached.

– Hiring new people: candidates have to be evaluated and ranked with respect to each
other. Again, the interactions between the applications are most relevant.

3 Framework

The examples given in the previous section show that today’s workflow management
systems typically have problems dealing with workflow processes that are not purely
case-oriented.

Inspired by these problems, we have developed a new framework for modeling
workflows. This framework is based on proclets. A proclet can be seen as a lightweight
workflow process equipped with a knowledge base containing information on previous
interactions. One can think of proclets as objects equipped with an explicit life-cycle
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(in the object-oriented sense) [9, 24]. Proclets interact via channels. A channel is the
medium to transport messages from one proclet to another. The channel can be used to
send a message to a specific proclet or a group of proclets (i.e., multicast). Based on the
properties of the channel, different kinds of interaction are supported, e.g., push/pull,
synchronous/asynchronous, and verbal/non-verbal. In order for proclets to find each
other, there is a naming service, that keeps track of registered proclets. The concepts
proclet, channel and naming service constitute a framework for modeling workflow
processes (see Figure 2).

Create

end

*,1

1,*

channelproclettask

port

naming
service

Fig. 2. Graphical representation of the framework.

Compared to existing workflow modeling languages, complex case-based workflow
definitions describing the control flow of an entire process are broken up into smaller
interacting proclets, i.e., there is a shift from control to communication. The frame-
work is based on a solid process modeling technique (Petri nets [22, 23]) extended with
concepts originating from object-orientation [9, 24], agent-orientation [19], and the lan-
guage/action perspective [15, 30–32].

In the remainder of this section we present the four main components of our frame-
work: proclets, channels, naming service, and actors.

3.1 Proclets

A proclet class describes the life-cycle of proclet instances. A proclet class can be
compared to an ordinary workflow process definition or workflow type [18]. The class
describes the order in which tasks can or need to be executed for individual instances of
the class, i.e., it is the specification of a generic process. Proclet instances can be created
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and destroyed, and are executed according to a class specification. Proclet instances
have a state.

To specify proclet classes, we use a graphical language based on Petri nets, an es-
tablished tool for modeling workflow processes [1, 2, 6, 12, 13]. Powerful analysis tech-
niques can be used to verify the correctness of Petri net models [22, 23].

In this paper, we use a specific subclass of Petri nets, the so-called class of sound
WF-nets [1, 2].2 A WF-net has source and sink transitions: A source transition has no
input places and a sink transition has no output places. Every node (i.e., place or tran-
sition) is on a path from some source transition to some sink transition. Moreover, any
WF-net is connected, i.e., the network structure cannot be partitioned in two uncon-
nected parts. A WF-net becomes activated if one of the source transitions fires. In the
remainder we assume that a WF-net becomes activated only once (single activation),
and furthermore, that it is sound (see [1, 2] for a discussion of soundness).

Most workflow modeling languages primarily focus on control flow inside one pro-
cess definition and (partly) abstract from the interaction between process definitions,
i.e., coordination is limited to the scope of the process definition and communication
and collaboration are treated as second-class citizens. Our framework explicitly models
interactions between proclets. The explicit representation of interaction is inspired by
the language/action perspective [32, 31] which is rooted in speech act theory [25]. The
language/action perspective emphasizes how coordination is brought about by commu-
nication. The need for treating interaction as first-class citizens is also recognized in the
agent community [19]. Emerging agent communication languages such as KQML [14]
demonstrate this need.

Inspired by these different perspectives on interaction, we use performatives to spec-
ify communication and collaboration among proclets. A performative is a message ex-
changed between one sender proclet and one or more receiver proclets. A performative
has the following attributes:

(1) time: the moment the performative was created/received.
(2) channel: the medium used to exchange the performative.
(3) sender: the identifier of the proclet creating the performative.
(4) set of receivers: list of identifiers of the proclets receiving the performative.
(5) action: the type of the performative.
(6) content: the actual information that is being exchanged.

The role of these attributes will be explained later. At this point, it is important to
note the action attribute. This attribute can be used to specify the illocutionary point
of the performative. Examples of typed performatives are request, offer, acknowledge,
promise, decline, counter-offer or commit-to-commit [32]. In this paper, we do not re-
strict our model to any single classification of performatives (i.e., a fixed set of types).
At the same time we stress the importance of using the experience and results reported
by researchers working on the language/action perspective.

Proclets combine performatives and sound WF-nets. A proclet class PC is defined
as follows:

2 For the readers familiar with WF-nets: For notational convenience we omit the unique source
and sink place used in [1, 2].
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(1) PC has a unique name. This name serves as a unique identification of the class -
the class id.

(2) PC has a process definition defined in terms of a sound WF-net. The transitions
correspond to tasks and the places correspond to state conditions.

(3) PC has ports. Ports are used to interact with other proclets. Every port is connected
to one transition.

(4) Transitions can send and receive performatives via ports. Each port has two at-
tributes: (a) its cardinality and (b) its multiplicity. The cardinality specifies the
number of recipients of performatives exchanged via the port. The multiplicity
specifies the number of performatives exchanged via the port during the lifetime
of any instance of the class.

(5) PC has a knowledge base for storing these performatives: Every performative sent
or received is stored in the knowledge base.

(6) Tasks can query the knowledge base. A task may have a precondition based on the
knowledge base. A task is enabled if (a) the corresponding transition in the WF-net
is enabled, (b) the precondition evaluates to true, and (c) each input port contains a
performative.

(7) Tasks connected to ports have post conditions. The post condition specifies the
outcome of the task in terms of performatives generated for its output ports.

A proclet class is a generic definition. Proclet instances are created by instantiating
the proclet class and have a unique identification - the proc id. Tokens in the WF-net
specifying the process definition refer to one proclet instance, i.e., tokens of different
proclet instances are not merged into one WF-net. Moreover, each proclet instance has
its own knowledge base.

A performative has by definition one sender, but can have multiple recipients. The
sender is always represented by a proc id, i.e., by its identifier. The list of recipients can
be a mixture of proc id’s and class id’s, i.e., one can send performatives to both proclet
instances and proclet classes. A performative sent to a proclet class is received by all
proclet instances of that class.

To illustrate the framework we use the example shown in Figure 3. There are two
proclet classes, used to organize meetings. Proclet class Meeting is instantiated once
per meeting. Proclet class Personal entry is instantiated for every potential participant
of a specific meeting. The instance of class Meeting first multicasts an invitation to all
potential participants. Note that the cardinality of the port connected to task Invite for
meeting is denoted by a star �. This star indicates that the invitation is sent to an ar-
bitrary number of potential participants, i.e., the performative has multiple recipients.
We will use � to denote an arbitrary number of recipients, + to denote at least one
recipient, 1 to denote precisely one recipient, and ? to denote no or just a single re-
cipient. Performatives with no recipients are considered not to have occurred, and are
not registered in the knowledge base. The multiplicity of the output port connected to
task Invite for meeting is denoted by the number 1. This means that during the life-
time of an instance of class Meeting exactly one performative is sent via this port. The
invitation performative is sent though the channel E-mail (details in Section 3.2). The
performative creates a proclet for each recipient, i.e., creation task Create entry is trig-
gered. Creation tasks are depicted by squares with a black top. The input port connected
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Fig. 3. Example of two proclet classes: Meeting and Personal entry.

to Create entry has cardinality 1 and multiplicity 1. Every input port has by definition
cardinality 1, i.e., from the perspective of the receiving proclet there is only one pro-
clet receiving the performative. Input ports connected to a creation task (i.e., a source
transition) have by definition a multiplicity of 1 or ?: An instance can be created only
once. Since there is just one creation task in Personal entry, the multiplicity is 1. Af-
ter an instance of the class Personal entry is created, a decision is made (task Decide).
Based on this decision either task Skip meeting or Plan to attend is executed. In both
cases a performative is sent to the instance of the proclet class Meeting. The performa-
tive is either a confirmation (Plan to attend) or a notification of absence (Skip meeting).
Note that each instance of the class Personal entry sends such a performative. These
performatives are sent through channel E-mail. Note that the ports connected to Plan to
attend and Skip meeting both have cardinality 1 (i.e., one recipient) and multiplicity ?
(one performative is sent via one of the two ports). Task Receive response is executed
once for every “confirmation/notification of absence” performative. After some time, as
indicated by the clock symbol [2], task Send agenda is executed. Send agenda generates
one performative: the agenda of the meeting. This performative is sent to all proclets
that confirmed the invitation (this information is in the knowledge base of the Meet-
ing proclet). The proclets that confirmed the invitation receive the agenda (task Receive
agenda) and a timer for the task Reminder is set. Finally, all proclets are destroyed by
executing the finishing tasks Finish meeting and Finish entry. The finishing tasks (i.e.,
sink transitions) are depicted by squares with a black bottom.
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3.2 Communication Channels

Communication channels are used to link proclets. Channels transmit messages contain-
ing performatives. There are many different categories of channels defined by channel
properties such as medium type, reliability, security, synchronicity, closure, and formal-
ity. These properties are briefly explained:

– Medium Type
This can be point-to-point or broadcast, or some form of limited multicast. Recall
that performatives can be sent to an individual proclet instance (point-to-point), a
set of proclets (multicast), or an entire proclet class (broadcast). Common media
include postal mail, telephone, and electronic mail.

– Reliability
Some channels are very reliable; some are unreliable. For some electronic channels,
we assume that the technology is robust, and that error detection and retransmission
are implemented at lower layers of the communication protocols. Sometimes chan-
nels are inherently unreliable (such as in data channels in some lesser developed
countries).

– Security
At times the content of a performative is considered to be quite valuable and secret.
In such cases, the transmission should be via secure channels.

– Synchronicity
Some channels are used for real time communications in which each party expects
to get rather immediate feedback from recipient parties. This requires synchronous
channels. Face-to-face spoken conversation falls into this category. In the case of an
asynchronous channel, the sender usually is not waiting for an immediate response.

– Closure
Channels can be classified as open or closed. When a channel is open, the sender
does not know exactly who, and how many recipients are connected. When a chan-
nel is closed, the exact identity of all recipients is specified in advance. A radio
broadcast, and a notice posted on a bulletin board are examples of open medium
communications, in which the senders do not exactly know who are the recipients.

– Formality
Some channels convey much more formality in the messages delivered than oth-
ers. Performatives can be very formally specified, or can be informal and flexible.
Generally, business letters are much more formal than chat rooms. A careful record
is kept of formal channel transmissions, whereas informal channels are usually not
recorded.

Clearly, channel properties and performative types are closely related, i.e., for a given
performative certain properties are appropriate, others are not. For example, for the
performative “You are fired!” a point-to-point, reliable, secure, synchronous, closed,
and formal channel is most appropriate.

3.3 Naming service

All interaction is based on proclet identifiers (proc id’s) and class identifiers (class id’s).
These identifiers provide the handles to route performatives. By sending a performative
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using a class id, all instances of the corresponding class receive the performative. In
many situations the sending proclet does not know the proc id’s of all receiving proclets.
The naming service keeps track of all proclets and can be queried to obtain proc id’s.
There are many ways to implement such a naming service. Consider, e.g., object request
brokers developed in the context of CORBA. In this paper, we only consider the desired
functionality and abstract from implementation details (e.g., distribution of the naming
service over multiple domains).

The naming service provides the following main primitives: register, unregister,
update, and query.

The function register is called by the proclet the moment it is created. The execution
of one of the create tasks (i.e., source transitions) coincides with the execution of the
register primitive.

The naming service stores a set of attributes for each proclet. These attributes are
not fixed and may vary from one class to another. The function update with parameters
proc id and attributes can be used to change existing or add new attributes.

Based on the attributes, proclets can query the naming service using the function
query. The function has one parameter describing a Boolean expression in terms of
attributes and returns a set of proc id’s, i.e., all proclets satisfying the expression.

Entries in the naming service can be removed using the function unregister. Exe-
cuting a finish task (i.e., a sink transition in the WF-net) results in a call to unregister.

3.4 Actors

Proclets have owners. Owners are the actors responsible for the proclet. Actors can
be automated components, persons, organizations (e.g., shipping department), or even
whole companies. Owners are specified at proclet registration time and this informa-
tion is kept by the naming service (see Section 3.3). Ownership can be transferred by
updating the naming service information.

Owners will sometimes be the executors of proclet tasks themselves - in the exam-
ple of Figure 3, for instance, owners of each personal entry will most probably be the
ones that will perform the tasks, essentially the decision of attending or skipping the
meeting. Roles may be specified for each task, in which case the executor can be differ-
ent from the owner. We assume then that the usual role resolution mechanisms [34] are
employed.

We propose to model as external proclets those actors (in the broad sense of the
word) that interact with proclets in a more complex way. External proclets are useful
to model those interactions that go beyond the simple model assumed by the usual
role mechanism, e.g., when a request for service may be either accepted, rejected or
counter-proposed. External proclets, as the name implies, represent entities that are
outside of the scope of the process proper, whereas internal proclets are those under the
control of the workflow system’s enactment service. Both types of proclets are modeled
in a similar way - by describing expected interactions with other proclets. For more
extensive examples of both internal and external proclets, see [5]. This technical report
also describes the application of the approach to the example described in Section 2
(i.e., the workflow of organizing a conference).
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4 Related work

Petri nets have been proposed for modeling workflow process definitions long before the
term “workflow management” was coined and workflow management systems became
readily available [12, 13]. Workflow models described in the literature focus on various
aspects (cf. [26]) such as transactional concepts [16], flexibility [21], analysis [1, 2], and
cross-organizational workflows [3, 4], etc. Any attempt to give a complete overview of
these models is destined to fail. Therefore, we only acknowledge the work that extended
workflow models to accommodate the problems identified in Section 2.

Zisman [33] presents a paper refereeing example that involves Petri-nets and allows
multiple instantiation of the reviewer net.

Batch-oriented tasks were discussed in [8]. Creation of multiple instances of tasks
have been proposed by some, e.g., Casati et al. [10] (multi-tasks); Regatta system by
Fujitsu [27] (multi-stage); Spade-1 [7] (multiple active copies). The framework pre-
sented here is more generic. Multiple instantiation is just one aspect of a broader view
of interactions as first-class citizens.

The idea to promote interaction to first-class citizens was proposed in different set-
tings. In the context of language/action perspective [15, 30–32], Action Technologies
developed a workflow tool [28]. Speech-acts also form the basis for performatives in
agent interaction languages, e.g. KQML [14]. Agents are used to implement work-
flows, e.g., in the Bond multi-agent system [29] and others (e.g., [20, 11]). In the more
systems-oriented domains there have also been some proposals for inter-process com-
munication (e.g. in Opera [17]).

Some of the ideas presented in this section have been adopted by our framework:
batch-oriented operation, multi-tasks, and inter-process communication can be handled
easily by the framework. In addition, the framework employs concepts such as perfor-
matives, channels, ports, knowledge bases, naming services, and the rigor of a Petri-net
basis which allows for various forms of analysis and a straightforward and efficient
implementation.

5 Conclusion

In this paper, we presented a framework which advocates the use of interacting pro-
clets, i.e., light-weight workflow processes communicating by exchanging performa-
tives through channels. As was demonstrated in [5], the framework can solve many of
the traditional modeling problems resulting from the case-oriented paradigm.

In the future, we plan to explore the relation between channels and performatives.
We are also compiling a list of interaction patterns. In our view, the interaction between
proclets typically follows a number of well-defined patterns, e.g., a request performative
is followed by an accept or reject performative. Finally, we plan to build a prototype to
support the framework. This prototype will be used to support the reviewing process of
the ACM biannual Siggroup conference following the model described in this paper.
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